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Announcements

e HW #11 will be a GPU reading
e Be sure to send me preferred project date



We Read some Articles

But first some Intel history



Intel x86 Ancient History

e 8086 — 3 micron (um) process — from 1970s

e 8088 (8 bit bus) thrust into history once IBM used it for
PC

e 186 (only embedded) 286, 386 (first 32-bit)

e 436 (pipelined?)

e pentium (why not 5867) dual issue

Pentium Pro (first out-of-order)

Pentium 11 /111

Pentium 4 — gamble on high frequencies, not work out
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AMDG64 happened around this time
e Core / Core2 was sort of separate issue to extend old
Pl architecture



Intel “Modern” Generations

Generation Name tech Year
- Conroe/Merom 65nm | Tock | 2006

- Penryn 45nm Tick | 2007
1 Nehalem 45nm Tock | 2008
1 Westmere 32nm Tick | 2010
2 Sandy Bridge 32nm Tock | 2011
3 lvy Bridge 22nm Tick | 2012
4 Haswell 22nm Tock | 2013
5 Broadwell 14nm Tick | 2014
6 Skylake 14nm Tock | 2015
7 Kaby Lake 14nm Tock | 2016
8/9 CoffeelLake 14nm | Tock | 2017
9 CannonLake (mobile,rare) 10nm Tick | 2018
10 lceLake/SunnyCove 10nm+ ? 2019
11 RocketLake/Tigerlake 2020
12 Alder Lake/(Golden Cove/Gracemont) | Intel 77 2021
13 Raptor Lake Intel 7 2022




Intel Issues

e Intel early with 22nm FinFET (Intel 16)
e 14nm Skylake, stuck for a long time
o 14+

o 14+
e 10nm delayed for long time

o Canon Lake but only very few shipped
e Intel 10SF (10nm Superfin)

e Intel 7 (third gen 10nm, 10ESF Enhanced Super Fin)
e Intel 4 (previously 7nm)




o COAG — Contact Over Active Gate
o Use a lot of Cobalt, reduce resistance 60% compared
to tungsten, but difficult to work with
o But in end back to copper, apparently cobalt problem
o Tradeoff high-performance vs high density
o Intel last company to introduce EUV (Extreme UV)
which allows reducing number of masks, before that
DUV (Deep UV) possibly immersion?
o Hillsboro / Leixlip (lreland)
e ntel 3
o |ntel 20A
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e Intel 18A — High-NA EUV (numerical aperture)



The Intel Article

Intel Architecture Day 2021: Alder Lake, Golden
Cove, and Gracemont Detailed by Dr. lan Cutress and
Andrei Frumusanu



Alder Lake

e Hybrid

o High-end “performance” core
Based on Golden Cove

o Low-end “efficiency” code Based on Gracemont

o 4 e-cores take up same space as 1 p-core

o Desktop hardware 32 EUs (execution units) Xe-LP
graphics

o Gaussian Neural Accelerator (GNA 3.0)

o Only mobile gets Thunderbolt 47
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o Mobile also get IPU (image processing unit)

o Desktop 16 cores, 24 threads, up to 30MB non-
inclusive L3 cache

o DDR5, DDR4, LPDDR5, LPDDR4X

o 20 lanes of PCle, split 4.0 and 5.0

o Dual Bandwidth ring, 1000GB/s bandwidth, one of
two rings can be disabled to save power

o Intel

hread Director

o Modern mobile (ARM) processors have 143+4 or
2+4+4 super high / high / efficiency cores
o Work with Windows 11 (what about Linux?)
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o 1. One thread on p-cores, then only thread on e-cores,
finally SMT threads on p-cores

o Embedded microcontroller

o Give hints to the OS, can notice in 30us while the OS
can take 100s of ms

o Monitors fancy AVX (from future, AVX-512 disabled
on p-cores because e-cores not support)

o Enhanced hardware frequency Interface (EHFI)

o Working on Linux support?

e Golden Cove uarch
o P-core
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o Largest uarch change in a decade

o Move from 4-wide to 6-wide decode

o Decoded clock gated 80% of time, instead relying uop
cache

o uop cache now 4k

o icache still 32k, I1 iTLB from 128 to 256 entries

o mispredict penalty up, so increased branch predictor
performance. L2 BTB now 12k

o In theory can hit IPC of 6

o ROB from 352 to 512 entries (double Zen3, behind

Apple)
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o bth ALU port, ALU and LEA capabilities
o AGU port, loads per cycle from 2 to 3
o AVX512 can load 1k-bit/cycle from |1 cache

O

O

O

1 DT
orefetc
orefetc

B from 64 to 96
ner: better stride prefetch into L1

ning Iimprovements in the L2.  What the

company calls “full-line-write predictive bandwidth
optimization”

o 19% IPC compared to Cypress cove, but older than

Willow Cove/Tiger Lake

e Gracemont — 4th Gen Out-of-Order Atom
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o e-core

o Based on atom processor

o Claim better than skylake at 1C1T with less power
o Dual to 3-wide decode

o 64k L1 icache

o 17 execution ports

o 32-k L1 dcache, 3-cycle pointer chasing?

o Shared 4MB [2-cache

o First atom with AVX2 support

o Control-flow enhancement tech (CET)
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Academic Paper

e Intel Alder Lake CPU architectures by Rotem at al. |[EEE
Micro, May-June 2022, p13-19, vol42.

e Rotem wrote the RAPL paper

e Really weird typos at points, "4,000 pages in the TLB"
instead of 4k

e Not really well written

e Pcores
o Simultaneous 128 bytes of read/write bandwidth per

cycle
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o L1 5-cycle load-to-use latency

o 2048 entry second level TLB (STLB)

o STLB misses sent to page miss handler (PMH) can do
4 page walks in parallel

o L2 is 1.25MB in size? 15 cycle latency

o New micro-controller in each core can track power In
microseconds and update power budget

e Ecores

o frontend 32-byte prediction. First is NLP (next line
predictor) taken branch can be predicted each cycle.
Second level is 5k entry target array (7) three-cycle
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predictor
o Instruction boundaries stored in cache for decode
o on-demand instruction length decoder block
two extra cycles?
o b-Instruction wide
o move and nop detection
o retirement is 8 instructions wide, out of order window
256 entries
o Reservation stations
o peak execution 16 single-precision FP per cycle
o two 16-byte loads / two 16-byte stores per cycle
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o 3-4 cycles for load

o 2MB L2 shared 4 cores

o L2 64 bytes/cycle, 17 cycles

o PMH can also perform 4 walks in parallel

o Power: each core can be individually clock gated
(C1) or power gated (C6). L2 can be kept coherent
independent of cores power.

o L2 flushing supported in MC6 deep sleep state

o “each core operates at the same frequency, which is

independent of the fabric and other cores”
o Performance: E core is .8x that of P core for SPEC2017

-y 19



int, .62x for FP
Oddly a 2-core P int workload is 13% slower than
4-core E, but for FP is 17 lower. 4 e-cores roughly
half area two p-cores. P core can run at higher freq at
same voltage.
e S0C
o Desktop, Mobile, Ultramobile
o DDR4/DDR5/LPDDR4/LPDDR5
o 1/O: PCle Genb, Wi-fi 6
e [ hread Director
o Presented by hardware as all equivalent threads
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o Thread Director tracks behavior of threads at ns
granularity

o Categorizes workloads
Class 0: Most, arithmetic. E-core good
Class 1-2: Emerging Al and Vector workloads. P-core
2.75x better
Class 3: spin loops, best on E-core

o Info stored at context switch

o E-core isn't always most energy efficient, e.g. if a job
finishes faster on P-core

o Up to 65% performance improvement with thread
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director enabled
o Windows 11
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Sapphire Rapids (server version of Alder
Lake)

e Server version

e Jim Keller design? Had famous career
Alpha 2164, then AMD K7/K8, Broadcom, then PA
who Apple Bought, Apple A4/A5 AMD Zen, Tesla,
Intel, Left Intel

o |ll-fated Aurora supercomputer waiting on Intel Sapphire
rapids and Ponte Vecchio GPU (Xe)

e Multi-die with 4 tiles, each 15 cores?
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e Server (-SP) 4 to 8 sockets?

e Workstation with 56 cores, compete with ThreadRipper
Xeon W5/W7/W9

e Some models HBMe L4 cache

e Built-in PCle Accelerators
o Intel Dynamic Load Balancer (DLB)
o Data Streaming Accelerator (DSA) data copies and

crc32

o In-Memory Analytics Accelerator (IAA) compression
o QuickAssist Technology (QAT) encryption

e Advanced Matrix Extension (AMX) — similar to tensor
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Raptor Lake

e Intel snuck out a small update to Alder Lake to better
compete with AMD

e 5.8GHz, 2MB L2, new dynamic prefetch algorithm

e Can beat AMD but takes more power?

e Has lots of E cores, Ryzen only has P cores

e 19 moved from 8 to 16 cores

e i7/i5 from 4 to 8 cores
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ARM /Apple M2 Article

Apple Announces M2 SoC: Apple Silicon for Macs
Updated for 2022 by Ryan Smith

https://www.anandtech.com/print/17431/apple-announces-m2-soc-apple-silicon-updated-for-2022
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Apple Architecture Background

e Mac change architectures
6502, m68k, PPC, x86, now ARM
e Impressive Rosetta
o M1/M2 have special instructions to accelerate x86
emulation
o Mostly setting flags properly, memory model
o Not first processor to do this (Godson)
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M2 Details

e 3.49GHz
e 20 Billion transistors
e Second generation TSMC N5P 5nm
e 4x high-perf "avalanche”, 16MB L2
e 4x high-efficiency " blizzard” 4MB L2
e This is similar to specs of A15 bionic chip in iPhone 14
e 10-core 3.6TFLOPS GPU
o 8/10 core, 320 execution units, 2560 ALUs
o FP32 perf of 3.6 TFLOPS
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e 16 Core 15.8 TFLOP neural engine
e LPDDR5 , 100GB/sec
e 3GB ... 24GB RAM
LPDDR5 can have non-power of two RAM sizes? 12GB?
Memory is on-chip with massive bandwidth.
Impossible to upgrade, system-in-package
e USB4/Thunderbolt 3
e 12W power, can draw up to 15W. Peak GPU power up
e Updated video encode block

e From wikipedia article
o Perf core has 196k L1 icache, 128k L1 dcache
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o Efficiency core 128k L1 icache, 64k L1 dcache
o 8MB system cache shared by GPU

e Intel chips can beat on performance, but draw up to 4x
power to do so
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